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The demand for FC layer increases
— ex) Self-Attention (ICLR’15)
— Too many parameters without reuse

Problem of previous accelerators
— "“The on-chip buffers consume significant chip area(up to 70%)...”
TETRIS(OSR’17)
— “The area(93%) and power(59%) is dominated by SRAM”
- FIF(ISCA’16)
Objective
— Put all parameters in on-chip memory
— Minimize SRAM by reducing required data

« Double-stage weight sharing
 Including Hashing trick (ICML'16)



1-1. Double-Stage Weight sharing r
- Original Hashing trick o | ot | i | s | ot ||
— Statically shared mapping - RN 16bit | 2
+ Hard to express with small W S o
CentrOId : : : : ; - 16bit | 1023
+ ex) 98000 centroids for 784000 ol e
« Resolution et —"
— Two stage weight sharing -—n = e
- 1. Scatter centroids with o Lo ol s | 2 bay |=0| 2 B2
hashing trick P P B B e _ o
« 2. Cluster them with index Weight e i
\ 2bit 1023\ 16bit
Centroid ﬁ:entroid

Index
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Activation | 32bit | 32bit | 32bit | 32bit

- For Hardware : Blocked Sharing X

/

32bit | 32bit | 32bit | 32bit
— Reduce Random Access — BHNN (DAC’17) PEL | ———
* Trasltr;:qupfett?gn Weight PE2 32bit | 32bit | 32bit | 32bit
 Pretrain with normal training w20t | 32bit | 220t | 3200t
— Step2. Training : Hashing trick "™ caEaenEs

« Initialization : same index — mean value
» Apply gradients : same index — mean gradients [784x1000] [1000x10]

arlt dr

AW (i =K Whi =K [ numWh, j=k)
— Step3. Post training : with index

« Initialization : k-means clustering of centroids
« Apply gradients : same index — mean gradients
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1021 1022 1023

- Centroid it it it it
- The # of Centroids R
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The number of Centroids per PE
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- Design Exploration for PE ] 0
— 1. PARALLEL s S
Hash| S
« LUT problem for weight sharing l”
« Suggested post-multiplication method X~
— 2. SKIP
PARALLEL(A+W) SKIP(A+W)
Post-multiply Disadvantage
A W A W
. . . . . Hashing Trick has too many parameters
D1 Serial Serial skip skip(CSC) | Impossible for centroids (Impossible)
D2 skip skip(CSC) [ Impossible Register Share Problem (Impossible)
Serial Parallel(])
D3 skip X Impossible LUT problem (SRAM size?)
D4 skip X I‘ Possible LUT problem — solved
Parallel(«<) | Parallel(«)
D5 X skip(CSR) | Possible No Area optimization : Meaningless




2. Experiment 5/9
 Implemented with Verilog
— Synthesized with Design Complier under 32nm CMQOS tech
— Area was estimated with Synopsys IC Compiler
— Compared with EIE
* Performance Performance Ratio FEOSTALe) ous
— Sparsity : W(0.9), ACT(0.7) (cycle) 768754 292974
— 37.5% cycles | = 60%0 performance Reser Size 2 o
o Mem | .o\ Size 10,368 KB 16KB
¢ SRAM size / Area Area 38.83 mm? 0.76 mm?
— SRAM size : 10,384KB—>16KB Logic gatte coun (40,251) 20,457,792
— Area : 26.48% area | R : ) )
. ) .. Ares Logic 2.00 mm 29.26 mm
Performance-area efficiency IR v —— R ——
— 60% 1 /26.48% | = 117.63% 1




3. Conclusion 2/
« Contribution col index] LNZD 7 " Processing
/ Element

— Minimized required data with
2-stage weight sharing and
design exploration

— Improved area-performance
efficiency

Future Work

— Power
« Amdahl’s law — 22.36 % 1
« 1. Pruning : 86.97% (1024 — 3/4)
— 29.54mm’
« 2. Change XXhash : BHNN
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Hashed : CCU + 64 PE

CCU PE : 16 XXhash + Act_sum + Register
XXhash Act_sum Regs
0.01% 41.89% 3.4% 53.55%

<The proportions of gates>







Appendix1. Data format change

« Result of required data
— Double-stage weight sharing + No Sparsity + Parallelization

Deep Compression
(ICLR ' 16)
—

Hashing Trick

16bit = 16bit

16bit = 16bit = 16bit | 16bit

16bit | 16bit 16bit
16bit | 16bit

16bit | 16bit 16bit

. Qurs
(ICML ' 16)
i > >
Sparse Row Interval
4bit | ... | 4bit
Sparse Column Pointer | Sparse Row Interval
16bit | ... | 16bit 4bit | .- | 4bit
Index array Sparse Column Pointer Centroid Indices
4bit .. | 4bit 16bit | .- | 16bit 2bit 2bit
Centroids x Centroids Z Centroids
16bit | ~  16bit 16bit = .- 16bit 16bit 16bit
15 I A Q2000 I 0 A
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Appendix2. Design factors (1279 )

« 2. Intra-PE parallelism T
— DRAM bandwidth IEBEBRERE
~ Snapdragon 820,835, 845, 850 (29.8GB/s)

« Bandwidth : 29.8 GB/s
» Core 800MHz = 1.25ns/cycle . NPT

» 1cycle : 298 bits > 16bits x 16

3. Inter-PE parallelism g =~ |} /
— Performance / Area for PEs 5 / N i

. Seems to converge g - H "3

— Used 64PEs to compare with EIE =~ H S

1 0

1PE 4PEs 16PEs 64PEs 128PEs

Inte r-Parallism Factor



Appendix3. Designl 1370 >

« Simplest design
— EIE SRAM
+ 10752KB : 2048KB(Ptr) + 8192KB(SPmat) + 128KB(Act) + LUT(512KB)

— Hashing trick SRAM
. 6784KB(36.9%]) : 2048KB(Ptr) + 4096KB + 128KB(Act) + LUT(512KB)

e Area not much influenced : Hash unit

PE (Hashed) Rel
Activation Queue elu =
LNZD | Activation (16bit) T
> | Index (14bif) ’> Activation Read/Write
‘ Destination Destination
Register Register
Sparse Matrix data Arithmetic Unit
Pointer SRAM Pointer start
[ Oad pointer(ibity || (16010 SRAM !
pointer| i Value < Index /™
| - - Pointer end (64KB) ([T T T T[4 ] lﬁb.l“\@(lﬁbif iy
Even pointer(16bif) | ey ™ . _ ) Hash || TPl
i ~—3Ihit Index Ace Lookup N
(4bit)




Appendix4. LUT problem
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« Design Exploration for PE

— 1. PARALLEL : Weight sharing problem
« Many Look Up Tables (SRAM size 1)
« Suggested post-multiplication method

<Parallel without post-mult> <one output : Possible>
r Destination Registers
Hash - LUT - X =3~ Hash
ash ol LUT X))~ e
T
Hash o LUT X)) > > Hash i N Q
(YN En-
=
S.
_ Hash =
sk | LUT ) w0~ i Z
.
(X~

Destination Registers
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32bit

32bit

32bit | 32bit  32bit

32bit | 32bit  32bit

32bit | 32bit  32bit

32bit | 32bit  32bit

32bit

32bit

32bit

32bit

<three outputs : Impossible>
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Appendix4. Future work
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Future Work

— Size of workload

e Ours : 1M parameters
* VGG : 124M parameters

— Power

« Amdahl’s law — 22.36 % 1

<The proportions of gates>

Hashed : CCU + 64 PE

« 1. Pruning : 86.97% (1024 — 4 cen)
» 2. Change XXhash : BHNN (DAC’17)

— Conv layer
« Winograd : 1x1, 3x3 filter
« Reuse : efficient?

CCU PE : 16 XXhash + Act_sum + Register
XXhash Act_sum Regs
0.01% 41.89% 3.4% 53.55%
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